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Data mining in neuroimaging
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Why haven’t we figured everything out already?

• No, seriously
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The promise of fMRI (a personal history in 2 slides)

Fig. 1, Canli et al (2001)



Look at those scatterplots!

Canli et al (2001)

Extraversion Neuroticism



In 2001...

• The neural correlates of personality (and many other things) seemed:

• Highly localized

• Extremely strong

• Theoretically predictable


• The answers were just around the corner



Wha’ happened?

• It’s 2015!


• Where are our mind-reading devices and MRI-based diagnostic tests?


• If anything, our effects have gotten smaller and less impressive
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Strong, highly localized effects haven’t replicated

• Has anyone replicated the extraversion/amygdala relationship?


• Yes: Canli et al (2002); Kehoe et al (2011); Paulus et al (2003); Ochsner et al 
(2006), etc.

• Some are conceptual replications

• Localization varies

• Measures vary


• No: Britton et al (2007); De Gelder et al (2008); Hutcherson et al (2008); Kret et 
al (2011), etc.

• Some contradictory findings

• Many unreported non-replications


• Depends on how you define replication

• Arguably no finding in personality neuroscience has been replicated (Yarkoni, 2014)



We have trouble predicting real-world outcomes



• Predict binge drinking at age 16 from an enormous amount of data at age 14


• History, demographics, personality, cognitive ability, fMRI activity, genetics, 
etc.


• “At the optimum point in the AUC curve, 73% of non-binge drinkers and 
66% of binge drinkers were correctly classified, significantly better than 
chance (P = 4.2 × 10−17) given a base rate of 45% binge drinkers.”


• Smoking at age 14 is a better predictor all by itself

Whelan et al. (2014)



‘ 

Whelan et al (2014)
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Hibar et al. (2014)
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Hibar et al. (2014)
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The ADHD-200 competition

• Challenge: predict ADHD status in ~200 public fMRI datasets

• Data include resting-state fMRI, anatomical scan, demographics, etc.


• Best performance ~55 - 60% (depending on metric)


• Except… the best team was disqualified


• Why?

• They didn’t use the brain data at all!

• “For the record, we tried a pile of imaging-based approaches. As a control, we also did 

classification with age, gender, etc. but no imaging data. It was actually very frustrating 
for us that none of our imaging-based methods did better than the no imaging results. It 
does raise some very interesting issues.” (Matthew Brown, personal communication)
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How do we explain this?

• Two different stories


• Story A: Small studies done in the 1990s were methodologically superior to 
large-scale meta-analyses and studies done by enormous multinational 
consortia


• Story B: Older methodological practices are not as conducive to truth 
discovery


• Why?

• Sampling error

• Inappropriate inferences

• Outcome-dependent analyses (or p-hacking) 
• Etc…
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Statistical power and sampling error



A simulation
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The effects of sampling…
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The (hypothetical) truth









Fig. S6. Effect of sample size on the correlation between age and RSFC. Shown is the mean correlation ± 2 SD across 10,000 calculations of the correlation
between age and functional connectivity strength as a function of sample size. For each of the two regions illustrating the effect of age for the PCC seed ROI in
Fig. 2, we calculated the correlation between age and RSFC as a function of sample size. We randomly sampled subgroups, ranging in size from 10 to 1,090
participants, from the total of 1,093 participants. We then calculated the correlation between age and RSFC for each of the subgroups. This procedure was
iterated 10,000 times to optimize randomization. (A) Mean correlation ± 2 times the SD across 10,000 iterations for the region illustrated in Fig. 2 that showed
a positive correlation between age and RSFC with the PCC seed. (B) Mean correlation ± 2 times the SD across the 10,000 iterations for the region illustrated in
Fig. 2 that showed a negative correlation between age and RSFC with the PCC seed. In each figure, the actually observed correlation is indicated on the y-axis in
a smaller font.

Fig. S7. Center-, age-, and sex-related variations in R-fMRI amplitude measures. The first column depicts group-level maps for voxelwise measures of ALFF
(Upper) and fALFF (Lower). Before group-level analyses, each participant’s ALFF/fALFF map is Z-transformed, such that positive voxels reflect greater low-
frequency fluctuation amplitudes than baseline (whole brain mean) and negative voxels reflect low-frequency fluctuation amplitudes below baseline. The
second column depicts voxels exhibiting significant effects of center, as detected by one-way ANOVA (across 24 centers, including 1,093 participants). Columns
3 and 4 depict voxels exhibiting age- and sex-related variations. Center, age, and sex findings were corrected for multiple comparisons (Z > 2.3; P < 0.05,
corrected). “Male” refers to significantly greater connectivity in males; similarly, “female” refers to significantly greater connectivity in females. “Older” refers
to significantly increasing connectivity with increasing age, whereas “younger” refers to significantly increasing connectivity with decreasing age.

Biswal et al. www.pnas.org/cgi/content/short/0911855107 9 of 10
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Ioannidis (2008)



It has been claimed and demonstrated that many (and 
possibly most) of the conclusions drawn from biomedi-
cal research are probably false1. A central cause for this 
important problem is that researchers must publish in 
order to succeed, and publishing is a highly competitive 
enterprise, with certain kinds of findings more likely to 
be published than others. Research that produces novel 
results, statistically significant results (that is, typically 
p < 0.05) and seemingly ‘clean’ results is more likely to be 
published2,3. As a consequence, researchers have strong 
incentives to engage in research practices that make 
their findings publishable quickly, even if those prac-
tices reduce the likelihood that the findings reflect a true 
(that is, non-null) effect4. Such practices include using 
flexible study designs and flexible statistical analyses 
and running small studies with low statistical power1,5. 
A simulation of genetic association studies showed 
that a typical dataset would generate at least one false 
positive result almost 97% of the time6, and two efforts 
to replicate promising findings in biomedicine reveal 
replication rates of 25% or less7,8. Given that these pub-
lishing biases are pervasive across scientific practice, it 
is possible that false positives heavily contaminate the 
neuroscience literature as well, and this problem may 
affect at least as much, if not even more so, the most 
prominent journals9,10.

Here, we focus on one major aspect of the problem: 
low statistical power. The relationship between study 
power and the veracity of the resulting finding is 
under-appreciated. Low statistical power (because of 

low sample size of studies, small effects or both) nega-
tively affects the likelihood that a nominally statistically 
significant finding actually reflects a true effect. We dis-
cuss the problems that arise when low-powered research 
designs are pervasive. In general, these problems can be 
divided into two categories. The first concerns prob-
lems that are mathematically expected to arise even if 
the research conducted is otherwise perfect: in other 
words, when there are no biases that tend to create sta-
tistically significant (that is, ‘positive’) results that are 
spurious. The second category concerns problems that 
reflect biases that tend to co-occur with studies of low 
power or that become worse in small, underpowered 
studies. We next empirically show that statistical power 
is typically low in the field of neuroscience by using evi-
dence from a range of subfields within the neuroscience 
literature. We illustrate that low statistical power is an 
endemic problem in neuroscience and discuss the impli-
cations of this for interpreting the results of individual 
studies.

Low power in the absence of other biases
Three main problems contribute to producing unreliable 
findings in studies with low power, even when all other 
research practices are ideal. They are: the low probability of 
finding true effects; the low positive predictive value (PPV; 
see BOX 1 for definitions of key statistical terms) when an 
effect is claimed; and an exaggerated estimate of the mag-
nitude of the effect when a true effect is discovered. Here, 
we discuss these problems in more detail.
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Power failure: why small sample 
size undermines the reliability of 
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Abstract | A study with low statistical power has a reduced chance of detecting a true effect, 
but it is less well appreciated that low power also reduces the likelihood that a statistically 
significant result reflects a true effect. Here, we show that the average statistical power of 
studies in the neurosciences is very low. The consequences of this include overestimates of 
effect size and low reproducibility of results. There are also ethical dimensions to this 
problem, as unreliable research is inefficient and wasteful. Improving reproducibility in 
neuroscience is a key priority and requires attention to well-established but often ignored 
methodological principles.
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This does not mean...

• ...that all fMRI research is grossly underpowered


• Some questions can be answered with 4, 14, or 40 subjects


• But in most cases, the prior probability of huge effects is not high

• Don’t assume you’re the exception
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The null is always* false

• Classical statistical inference rests on rejecting a null of zero effect


• In neuroimaging, this null is always* false

• Can there really be voxels that show no effect of a manipulation?

28
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Causal inference in fMRI experiments
• In classical experimental paradigm (manipulation —> brain —> behavior), 

which links support causal inference?

30

vs.

Experimental 
manipulation Neural changes Behavioral changes



Causal effects still need interpretation

• Demonstrating that a manipulation causes changes in brain activity doesn’t 
mean you know what aspect of the manipulation is responsible


• The assumption of pure insertion usually fails in practice


• E.g., if two conditions differ in RT, there will be a brain difference

31Yarkoni et al. (2009)



Can we ever infer causation just from correlation?

• Maybe…

32

Mooij et al. (2014)

Distinguishing cause from effect using observational data: methods and benchmarks
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Figure 2: Identifiable ANM with Y = tanh(X)+E, where X ⇠ N (0, 1) and E ⇠ N (0, 0.52).
Shown are contours of the joint and conditional distributions, and a scatter plot of data
sampled from the model distribution. Note that the contour lines of p(y|x) only shift as x
changes. On the other hand, p(x|y) di↵ers by more than just its mean for di↵erent values
of y.

Definition 2 A tuple (p
X

, p
EY , fY ) consisting of a density p

X

, a density p
EY with finite

mean, and a measurable function f
Y

: R ! R, defines a bivariate additive noise model
(ANM) X ! Y by: ⇢

Y = f
Y

(X) + E
Y

X ?? E
Y

, X ⇠ p
X

, E
Y

⇠ p
EY .

(4)

The induced density p(x, y) is said to satisfy an additive noise model X ! Y .

We are especially interested in cases where the additivity requirement introduces an asym-
metry between X and Y :

Definition 3 If the joint density p(x, y) satisfies an additive noise model X ! Y , but does
not satisfy any additive noise model Y ! X, then we call the ANM X ! Y identifiable.

Hoyer et al. (2009) proved that additive noise models are generically identifiable. The
intuition behind this result is that if p(x, y) satisfies an additive noise model X ! Y ,
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But…

33

Mooij, Peters, Janzing, Zscheischler and Schölkopf

Y causes X, the causal graph contains an edge Y ! X. If X causes Y , then generically
we have that P

Y | do(x) 6= P
Y

. Figure 1 illustrates how various causal relationships between
X and Y generically give rise to di↵erent (in)equalities between marginal, conditional,
and interventional distributions. When data from all these distributions is available, it
becomes straightforward to infer the causal relationship between X and Y by checking
which (in)equalities hold. Note that the list of possibilities in Figure 1 is not exhaustive,
as (i) feedback relationships with a latent variable were not considered; (ii) combinations
of the cases shown are possible as well, e.g., (d) can be considered to be the combination of
(a) and (b), and both (e) and (f) can be combined with all other cases; (iii) more than one
latent variable could be present.

Now suppose that we only have data from the observational distribution P
X,Y

(for
example, because doing intervention experiments is too costly). Can we then still infer
the causal relationship between X and Y ? We will simplify matters by considering only
(a) and (b) in Figure 1 as possibilities. In other words, we assume that X and Y are
dependent (i.e., P

X,Y

6= P
X

P
Y

), there is no confounding (common cause of X and Y ), no
selection bias (common e↵ect of X and Y that is implicitly conditioned on), and no feedback
between X and Y (a two-way causal relationship between X and Y ). Inferring the causal
direction between X and Y , i.e., deciding which of the two cases (a) and (b) holds, using
only the observational distribution P

X,Y

is the challenging task that we consider here. If,
under certain assumptions, we can decide upon the causal direction, we say that the causal
direction is identifiable from the observational distribution.

2. Additive Noise Models

In this section, we review a class of causal discovery methods that exploits additivity of
the noise. We only consider the bivariate case here. More details and extensions to the
multivariate case can be found in (Hoyer et al., 2009; Peters et al., 2014).

2.1 Theory

There is an extensive body of literature on causal modeling and causal discovery that
assumes that e↵ects are linear functions of their causes plus independent, Gaussian noise.
These models are known as Structural Equation Models (SEM) (Wright, 1921; Bollen, 1989)
and are popular in econometry, sociology, psychology and other fields. Although the as-
sumptions of linearity and Gaussianity are mathematically convenient, they are not always
realistic. More generally, one can define Functional Models (also known as Structural Causal
Models (SCM) or Non-Parametric Structural Equation Models (NP-SEM)) (Pearl, 2000) in
which e↵ects are modeled as (possibly nonlinear) functions of their causes and latent noise
variables. In general, if Y 2 R is a direct e↵ect of a cause X 2 R and m latent causes
U = (U1, . . . , Um

) 2 Rm, then it is intuitively reasonable to model this relationship as
follows: ⇢

Y = f(X,U1, . . . , Um

),
X ?? U , X ⇠ p

X

(x), U ⇠ pU (u1, . . . , um)
(1)

where f : R⇥Rm ! R is a (possibly nonlinear) function, and p
X

(x) and pU (u1, . . . , um) are
the joint densities of the observed cause X and latent causes U (with respect to Lebesgue
measure on R and Rm, respectively). The assumption that X and U are independent is

4

Mooij et al. (2014)



Meanwhile, in the real world…

• Can we model causal relationships with 
fMRI?


• Not directly using the BOLD signal!

• Why?


• So we have to do some deconvolution

• Causally model deconvolved neuronal 

responses

• Dynamic Causal Modeling (Friston, Harrison, 

& Penny, 2003)

34

• But… the HRF varies systematically across people, tasks, brain regions, 
etc.


• Still have standard omitted variables problem


• Is this approach really plausible?

Schlösser et al (2008)
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The first principle

40

One example: Millikan measured the charge on an electron by an experiment with falling oil 
drops, and got an answer which we now know not to be quite right. It's a little bit off, because 
he had the incorrect value for the viscosity of air. It's interesting to look at the history of 
measurements of the charge of the electron, after Millikan. If you plot them as a function of time, 
you find that one is a little bigger than Millikan's, and the next one's a little bit bigger than that, 
and the next one's a little bit bigger than that, until finally they settle down to a number which is 
higher. 


Why didn't they discover that the new number was higher right away? It's a thing that scientists 
are ashamed of--this history--because it's apparent that people did things like this: When they 
got a number that was too high above Millikan's, they thought something must be wrong--and 
they would look for and find a reason why something might be wrong. When they got a number 
closer to Millikan's value they didn't look so hard. And so they eliminated the numbers that were 
too far off, and did other things like that. ...


The first principle is that you must not fool yourself--and you are the easiest person to fool. So 
you have to be very careful about that. After you've not fooled yourself, it's easy not to fool other 
scientists. You just have to be honest in a conventional way after that.


--Richard Feynman, Cargo Cult Science



You are the easiest person to fool

“ For example, the maximal correlation between right superior 
PFC activation and choice performance was r = -.75. The 
magnitude of this correlation may surprise those unfamiliar with 
recent imaging studies that find similarly strong correlations 
between isolated brain activity and overt behavior across a wide 
variety of contexts ... We would suggest that given the 
magnitude of the correlations obtained, it is not unreasonable to 
entertain the possibility that complex cognitive functions are 
localized to specific regions.”

Yarkoni et al. (2005), p. 552



How do we un-fool ourselves?

• Preregister hypotheses


• Better reporting standards (e.g., mandatory checklists)


• Deposition of data, protocols, code


• Cross-validation and a focus on predictive accuracy


• Large samples 

• Meta-analysis 

• Better inferences



Large samples

• Increased power


• Better effect size/shape estimation


• Prevents overfitting and separates truly large effects from sampling error


• Makes it easy to cross-validate


• Remember: getting much smaller effects in the HCP dataset than in your 
carefully designed experiment of n = 15 doesn’t (necessarily) mean you 
should keep running small studies
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Meta-analysis

Functional group analysis: implementation

Parcellation. The goal of parcellation was to initially reduce the
data from the voxel level to the parcel level and group voxels that were
closely related (i.e., activated in largely the same contrasts). This step
was necessary to make subsequent NMDS and clustering analyses
computationally tractable. Input data was an indicator matrix of 437
comparison maps×18,489 suprathreshold voxels (defined as those
voxels that survived the height threshold or the most stringent cluster
threshold). Indicator values were either 0 (“this contrast did not
activate within 10 mm of this voxel”) or 1 (“this contrast did activate
within 10 mm of this voxel”), as shown in Fig. 2A. This 437×18,489
indicatormatrixwas subjected to SVD to allow reduction of the data to
a smaller set of voxels whose activation profile across studies explains
most of the variance in the larger set. Examination of the eigenvalues
revealed an elbow at ~50 components. Thus,we saved 50 components
and assigned them index values of 1 through 50. Associations between
each voxel and each component were assessed using Kendall's Tau-b,
referred to here as τ (Gibbons, 1993; Gibbons et al., 2003), a
nonparametric measure of association that does not require normally
distributed data and thus, unlike Pearson's r, is appropriate for
indicator data. For each voxel, we computed τ with each component.
Highest values of τ between a voxel and one of the components led to
the assignment of the component 1–50 ID to that voxel. Consequently,

sets of contiguous voxels that had the same ID value were defined as
parcels\that is, parcels were made of voxels that correlated most
highly with the same component, indicating co-activation. As our
parcellation algorithmwas a hard-clustering algorithm, each voxelwas
assigned to the component on which it loaded most highly, even if it
was closely related to two components. While other methods such as
theNMDSapproachwe used in subsequent steps can address issues of
ambiguous groupings, this was not computationally feasible at the
voxel level. Importantly, this procedure allowed us to reduce the voxel
space enough to make the subsequent NMDS possible and to use the
preferred measure of association, τ. At the conclusion of this stage, as
illustrated in Fig. 2B, 172 parcels, ranging in size from 10 to
1060 voxels with a mean of 99.72 voxels (from 80mm

3
to 8480mm

3
,

with a mean of 797.76 mm
3
) were found across the brain. These are

roughly comparable in size to known functional subregions in
anatomical studies.

Identifying regions. To further investigate whether parcels are part
of larger regions or functional distributed groups (e.g. move from the
parcel level to the region level), clustering could theoretically be
performed on the 172 parcels identified by SVD. However, variability
between parcels is likely to be accounted for by far fewer dimensions,
rendering the to-be-clustered space sparse and consequently, noisy.
Therefore, the goal of this portion of the analysis was to reduce the

Fig. 1. Schematic representation of the procedures for multilevel kernel density analysis (MKDA). (A) Peak coordinates in three of the 437 comparisonmaps included
in thismeta-analysis. (B) Peak coordinates in eachmapwere separately convolvedwith a 10mmkernel, generating comparison indicatormaps (CIMs) of values 0 or 1
(1 shown in black). (C) The weighted average of the CIMs (weights based on sample size and analysis type) is thresholded by the maximum proportion of activated
comparison maps expected under the null hypothesis (shown in D) to produce significant results. (E) Significant results: yellow voxels are familywise error rate
(FWER) corrected at pb .05. Other colored regions are FWER corrected for spatial extent at pb .05 with primary alpha levels of .001 (orange), and .01(pink).

1005H. Kober et al. / NeuroImage 42 (2008) 998–1031

Wager, Lindquist, & Kaplan (2007) 45



It works!

clustering quality. In a high quality solution, similarity will be high
among members of the group, and low among members of
different groups. Clustering quality is defined in:

q ¼
X

k

X

i

Di0 " Dinm

max Di0 ;Dinmð Þ

whereD denotes distance,Di0 is the distance from parcel i to the center
of its own set,Dinn is the distance to the nearest neighboring set, and k
indexes over parcels (Struyf et al., 1996). Once clustering quality q for
a solution was established, we then permuted the columns of the
component scores, re-applied the clustering algorithm, and calculated
cluster quality q based on the permuted data. This permutation
procedure disrupts relationships between parcels by exchanging their
locations in each dimension with those of other parcels, while
preserving the marginal distribution of scores in each dimension. This
process was repeated 5000 times to assess average cluster quality for
solutions of that size, and ultimately, to develop a null-hypothesis
distribution of q for each of 2–30 possible cluster solutions.

Fig. 3B shows the number of regions in the possible solutions
on the x-axis, plotted against the improvement over permuted
solutions on the y-axis; a 21-region solution gives the maximum

improvement over the permuted data. The permuted-data distribu-
tion of quality is shown in Fig. 3C for the 21-region solution.
Quality for the observed-data solution is shown by the vertical
black line. Because the 21 clusters of parcels found by this method
were predominantly contiguous in space (a minority was distri-
buted, often homologous), we refer to them as regions rather than
groups, as illustrated in Fig. 2C.

Identifying groups. To investigate whether co-activation patterns
across contrasts culminated in coherent functional groups across the
whole brain (and to move from the region level to the group level), we
computed new indicator maps for each of these 21 regions,
culminating in a 437 comparison maps×21 regions indicator matrix.
The indicator maps encoded whether each contrast reported an
activation coordinate anywhere within each region. We then repeated
the dimension reduction and clustering steps as described above.
These NMDS procedures (Shepard plot in Fig. 3D) yielded 16
dimensions, and the subsequent clustering resulted in six functional
groups, as illustrated in Figs. 2D and 3E–F.

Mediation analysis. In the right panel of Fig. 2D, regions that
comprise each of the six functional groups are plotted in the space of

Fig. 4. (A–C) Un-weighted peak activations from all 437 contrasts in our meta-analysis are plotted on the lateral, orbital, and medial surfaces on the brain,
respectively. Activations across studies are distributed throughout the cortex, though clusters of consistent results are concentrated in some areas. (D–F) Regions
that were consistently activated across neuroimaging studies as determined by multi-level kernel density analysis. To achieve significance in our analysis, any
single voxel had to be activated by at least ~4% of the contrasts in our meta-analysis (e.g. 18 contrasts or more, depending on the study weights). Yellow voxels
are family-wise error rate (FWER) corrected at pb .05. Other colored regions are Family-wise Error Rate corrected for spatial extent at pb .05 with primary alpha
levels of .001 (orange), and .01(pink). See Table 1 for abbreviations of brain region names.

1008 H. Kober et al. / NeuroImage 42 (2008) 998–1031

Kober et al. (2008) 46



Molenberghs et al (2011) - Mirror system

Engelmann et al. (2011) 
Smoking cue reactivity

Kim (2011) 
Subsequent memory

But there’s a catch…

Kim et al. (2011) - Task-switching

Chase et al. (2011) - Drug craving 47



Fan et al. (2011) - Empathy

Swick et al. (2011) Go/NoGo & Stop-Signal

Rehme et al. (2012) - Movement after stroke

Brooks et al. (2011) Subliminal arousing stimuli

Tillisch et al. (2011) - Rectal distension

48



Nelson et al. (2010) 49

All regions are not equal(ly active)



Reverse inference

• Reasoning from brain activity to mental states is hard (Poldrack, 2006)


• P(State|Activation) is not the same as P(Activation|State)


• Saying “Region R implies language processing” amounts to saying “Region R 
does not imply [WM/emotion/motor control/spatial awareness/etc.]”


• But how would we know?

50



E.g., anterior insula is “selectively” activated by...

• Disgust


• Pain


• Empathy


• Risk


• Interoceptive awareness


• Autonomic arousal


• Self-reflection


• Task-switching


• Conscious error perception


• Response inhibition


• Speech production


• Sustained attention


• Etc...

51



Towards better inferences

• Mapping specific relationships requires large (horizontal) datasets


• Must be able to compare one task/process with many others


• Cannot rely on existing manual approaches


• Requires a highly automated platform

52



The goal
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Two challenges

• Data standardization


• Semantic annotation


• Our approach: ignore both problems

54



Assumption 1: If it looks like a duck...

• Anything that looks like brain activation is brain activation


• Parser looks for x/y/z-like numbers in sequence within HTML tables

55



Assumption 2: A bag of words

• Each published fMRI article is 
an unordered list of words


• A study is about the words it 
uses with high frequency

56



Yarkoni et al (2011)

The approach

57



Pain vs. pain

Blue: manual             Green: automated

58Yarkoni et al (2011)



Reward vs. reward

59

investigation relies heavily on discriminating positive and negative re-
sponses (see, e.g., Fig. 3). While investigators predominantly report pos-
itive effects, nominally positive effects can correspond to negative effects
of SV on BOLD. For example, a region with a negative response might be
reported as responding positively in a “penalty minus neutral” contrast.

A second challenge for automatedmethods relates to experimenter-
introduced bias in the anatomical locations at which effects are
reported. A significant part of the labor in developing our database in-
volved restricting the corpus to findings obtained using uniform
whole-brain statistical thresholds. While it is entirely appropriate for
an experimenter to adopt a less stringent threshold in a priori regions
of interest, non-uniform sensitivity undermines the inferential logic of
CBMA, which holds that findings are distributed randomly under the
null hypothesis. This could lead to CBMA results that in part reflect re-
searchers' expectations. A related concern involves the need to distin-
guish studies that manipulated reward and observed striatum activity
from studies that observed striatum activity and were therefore
interpreted in terms of reward. Here again, an advantage of a manually
curated database lies in our ability to reduce the influence of prevailing
hypotheses on the input data to our meta-analyses.

To evaluate the similarities and differences betweenmanual and auto-
mated approaches, we examined the Neurosynth meta-analysis for the
term “reward” (using the “forward inference” test, whichmost closely re-
sembles our own analyses). The method involves automatically identify-
ing publications in which the word “reward” appears frequently and
extracting reported coordinate foci from these papers. In each voxel, a
chi-square test compares the observed frequency of nearby foci with
the frequency expected if foci were spatially random in gray matter.
Chi-square results are converted to z-scores and thresholded at a false dis-
covery rate level of 0.05 to control for multiple comparisons (see Yarkoni
et al., 2011 for full details). This procedure identified203 studies (on8/12/
2012). For comparison, our corpus contained 200 studies reporting posi-
tive effects, but only 44 studies were in common between the two sets
(21.7% of the Neurosynth sample). The low degree of overlap is not nec-
essarily surprising given the very different inclusion criteria for the two
methods. Of the 159 Neurosynth studies not in our corpus, 98 (61.6%)
were papers we considered as candidates but determined did not meet
our inclusion criteria. Even with different input data, Neurosynth results
(see Fig. 10A) are strikingly similar to ours (compare Fig. 3A).

We cannot explicitly test negative effects of SV on BOLD using
Neurosynth, but we can obtain a preliminary picture by querying the
term “punishment” (making the assumption that studies associated
with this term focus predominantly on negative effects). This identifies
25 studies (compared to 77 studieswith negative effects in our corpus),
of which 6 overlap (24% of the Neurosynth sample). Of the 19 studies
not in our corpus, we had considered and rejected 9 (47.4%). Again de-
spite the low overlap, the results (Fig. 10B) qualitatively resemble the
corresponding results from our investigation (compare Fig. 3B).

These results offer general support for the validity of automated
meta-analytic methods, and provide convergent support for some of
our basic findings in a largely independent sample of experimental
data. At the same time, this exercise highlights some important strengths
of the curated-database approach, including the ability to make more
confident claims regarding the direction of effects, and to avoid bias in
the anatomical locations that experimenters target for analysis. The
manual approach also allows us to examine finer-grained, theoretically
important distinctions (e.g., results reported in Figs. 5–9). We are opti-
mistic that these challenges may be addressed as automated data syn-
thesis methods continue to advance.

Future directions

An extremely worthwhile future direction would be to extend the
present work from coordinate-based to image-based meta-analysis
(IBMA; e.g., Salimi-Khorshidi et al., 2009). No amount of sophistica-
tion in CBMA methods can make amends for the loss of information
that occurs when a statistical parametric map is reduced to a table
of coordinates. IBMA permits meta-analytic investigation not only of
effect locations but also effect sizes (cf. Fox et al., 1998), and holds
greater potential to detect effects that may be weak but consistent
across experiments. We echo other investigators (e.g., Yarkoni et al.,
2010) in the hope that advances in data archival will smooth the
way toward such endeavors.

Future meta-analytic work might examine contrasts and distinc-
tions that we have not considered in the present paper. One possible
target would be a contrast between “actively” and “passively” obtained
outcomes (see also Diekhof et al., 2012). This is a less clear-cut distinc-
tion than itmightfirst appear, since even relatively passive tasks usually
still involve some type of response requirement. It would probably be
necessary to examine multiple ways of delineating these categories,
while taking measures to minimize other confounding differences. A
second future directionwould be to examine brain responses associated
with different levels of risk or uncertainty. Ameta-analysis of riskwould
require a somewhat different corpus of data from the one we have de-
veloped here. The most relevant type of experimental design for that
purpose would be one that manipulated risk and SV orthogonally
(e.g., Preuschoff et al., 2006). The present data set would exclude anal-
ysis contrasts that varied risk while holding SV constant.

In the long run it is necessary to aggregate findings not only with-
in the domain of functional neuroimaging, but also across modalities.
Conclusions derived using fMRI must be integrated with those from
electrophysiology and other methods to arrive at a comprehensive
perspective on the neural encoding and representation of SV (Kable,
2011). We view the present synthesis of the fMRI literature as one
step on the road toward this eventual objective.

It remains entirely possible that methods with greater spatial res-
olution (e.g., electrophysiology, high-resolution fMRI, or IBMA) may
yet identify functionally significant distinctions in brain regions that
now appear homogeneous. In VMPFC, in particular, the present re-
sults suggest that SV representations are spatially indistinguishable
during decision and receipt, as well as across different modalities of
outcomes. While this conclusion is consistent with the theoretical
concept of a domain-general SV signal, it is necessarily provisional
given the low spatial resolution of the underlying data.

A Neurosynth: “Reward”

B Neurosynth: “Punishment”

z = -4y = 4x = 0

Fig. 10. Meta-analytic results obtained from the Neurosynth database at http://
neurosynth.org/ (Yarkoni et al., 2011). Each map is based on foci reported in papers as-
sociated with a specific key term. A: Results for the term “reward.” B: Results for the
term “punishment.” Despite using different methods and a largely non-overlapping
sample of publications, these results resemble the analogous maps obtained in the
present investigation (Figs. 3A and B, respectively).
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studies using aWilcoxon signed-ranks test, and between categories of
studies using Wilcoxon rank-sum tests.

Results

Positive and negative effects of SV on BOLD

Whole-brain meta-analysis
Wefirst examine overall associations between SV and BOLD. Herewe

organize experimental findings solely according to the direction of the
reported effects (positive or negative), aggregating across other attri-
butes. An effect was coded as positive if a greater BOLD responsewas ob-
served for more rewarding (or less aversive) outcomes; it was coded as
negative if a greater BOLD response was observed for less rewarding
(or more aversive) outcomes. Our corpus contains 200 studies that
report positive effects and 77 studies that report negative effects.
(Seventy-one of these studies report both positive and negative effects
and therefore contribute different data to both categories.)

We first describe single-category analyses examining the spatial dis-
tributions of positive and negative effects separately. As described
above, these analyses sought to identify regions in which foci clustered
more densely than chance alone would predict.

Foci for positive effects showed significant clustering in a large
connected area of medial prefrontal cortex and nearby cortical and
subcortical regions (12,981 voxels, 103.85 cm3, cluster-corrected
p =0.0002), as well as posterior cingulate cortex (467 voxels,
3.74 cm3, p = 0.0208; see Fig. 3A and Table 1). As described above,
the meta-analytic statistic corresponds to the percent of included stud-
ies that report an activation focus within 10 mm of a given voxel. Local
maxima for this statistic were as follows: 42.0 in left striatum, 40.5 in
right striatum, 23.5 in VMPFC, 15.0 in left anterior insula, 16.0 in right
anterior insula, 13.5 in posterior cingulate, 12.0 in brainstem, 12.0 in an-
terior cingulate cortex (ACC), and 11.0 in pre-supplementary motor
area (pre-SMA).

Foci for negative effectswere significantly clustered in DMPFC (1423
voxels, 11.38 cm3, p = 0.0002), left anterior insula (1111 voxels,
8.89 cm3, p = 0.0002), right anterior insula (1195 voxels, 9.56 cm3,
p = 0.0002), and bilateral striatum and thalamus (1610 voxels,
12.88 cm3, p = 0.0002; see Fig. 3B and Table 1). Local maxima for the
meta-analytic statistic were as follows: 26.0 in left anterior insula,
24.7 in right anterior insula, 22.1 in DMPFC, 18.2 in left thalamus, 14.3
in right thalamus, 14.3 in left striatum, and 15.6 in right striatum.

In some cases, positively and negatively signed effects appeared to
cluster in the same regions. Indeed, most of the areas that showed neg-
ative effects overlapped with areas that also showed positive effects.
We confirmed this by calculating the conjunction map for significant
clustering of both positive and negative effects. The conjunction test ac-
cepts voxels that are significant at FWE-corrected p b 0.05 in both anal-
yses. Clusters passing the conjunction test occurred in DMPFC (454
voxels, 3.63 cm3), left anterior insula (542 voxels, 4.34 cm3), right ante-
rior insula (697 voxels, 5.58 cm3), and bilateral thalamus and striatum
(1248 voxels, 9.98 cm3; see Fig. 3C and Table 1).

Finally, we pitted positive effects against negative effects in a
between-category comparison. This comparison examines whether a
given region is associatedwith different degrees of clustering for positive-
ly vs. negatively signed responses. As detailed above, this test compares
the density of foci, not the amplitudes of BOLD responses. The results
identified several regions inwhich positive effects clusteredmore densely
than negative effects: bilateral VS (2683 voxels, 21.46 cm3, p = 0.0002),
VMPFC (1245 voxels, 9.96 cm3, p = 0.0002), and PCC (369 voxels,
2.95 cm3, p = 0.0024; see Fig. 3D and Table 1). Local maximum
pseudo-t statistics were as follows: 7.11 in left striatum, 6.23 in right stri-
atum, 5.28 in VMPFC, and 3.91 in PCC. No areas showed differences in the
direction of denser clustering for negative effects than positive effects.

In summary, some brain regions showed both positively and nega-
tively signed effects of SV on BOLD across studies, while other regions

showed positive effects only. SV effects in VMPFC and PCC appear
predominantly positive, whereas DMPFC and bilateral anterior insula
showed amixture of positive and negative effects. These two categories
are not mutually exclusive: in striatum, negative effects occurred more
densely than expected by chance, but still less densely than positive ef-
fects (see Fig. 3E). Effects in striatum appeared spatially dissociable.

A Positive effects of SV on BOLD

B Negative effects of SV on BOLD

C Conjunction: Positive & negative

D Positive > negative effects

E Overlap of conjunction and difference

z = 4y = 4x = 0

x = 10

Pos > NegPos & Neg Overlap

y = 6

Fig. 3. Whole-brain meta-analysis of positive and negative responses. A: Significant
clustering of positive responses. B: Significant clustering of negative responses. C: Con-
junction maps, showing regions with significant clustering for both positive and nega-
tive responses. D: Results of a between-category comparison, showing regions with
significantly greater clustering for positive than negative effects. E: Detail of the stria-
tum, illustrating overlap between the conjunction map (Panel C) and the difference
map (Panel D). In the overlapping region (orange), positive effects cluster more dense-
ly than negative effects, which in turn still cluster more densely than expected by
chance.
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Bartra, McGuire, & Kable (2013)

Manual meta-analysis Neurosynth
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Neurosynth as infrastructure

• >11,000 fMRI studies, 400,000 reported activations


• Represents almost any psychological state that can be indexed with words


• Automated and easy to scale

• ~1,500 new studies per year


• Database is open

• http://github.com/neurosynth/neurosynth-data


• Open-source software for manipulating data, performing common analyses

• http://github.com/neurosynth/neurosynth


• Closely integrated with a modern web interface

• http://neurosynth.org
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Limitations

• Data quality issues

• No concept of contrasts, deactivations, populations, sample size, statistics, etc.


• No ontology

• Pure bag-of-words assumption


• Based on text rather than actual images


• Still… it works!
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Large-scale quantitative reverse inference
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Classification of cognitive states

Yarkoni et al (2011, Nature Methods)
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Decoding mental states in single subjects

• Can we identify cognitive states in 
individual subjects?


• Test ability to classify working memory, 
emotion, and pain


• Remember, this is all based on text…
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Decoding insular function

!
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Chang, Yarkoni, Khaw & Sanfey (2013)



Figure 1 shows a digitized parcellation of human insular cortex and the overlying

operculum into four distinct regions based on the cytoarchitectural and fiber tract tracing

studies of Mesulam and Mufson (Mesulam & Mufson, 1982a, 1982b; Mufson &

Mesulam, 1982).  Regions were defined electronically on the single-subject Montreal

Neurological Institute (MNI) template (Evans et al., 1992) and masked to include gray

matter or voxels within 3 mm of gray matter using custom software in Matlab 6.5

(Mathworks, Natick, MA).  Each region is discussed in turn below.

Agranular insula / prepyriform cortex (red).  The agranular insula— Ag,

shown in red, and so named for its indistinct laminar structure and apparent lack of

stellate (granule) cells prominent in cortical input layers—is the part of insula that

surrounds the prepyriform cortex, the primary site of olfactory input to the cortex.  It

spans medial portions of the temporal pole, caudal orbitofrontal gyrus, and ventral

anterior insula.

This portion of the insula and adjacent cortex responds to primary odor

reinforcers in humans and animals (Critchley & Rolls, 1996; Dade, Zatorre, & Jones-

Figure 1.  Anatomical subdivision of insular cortex

ACC

ACC

ACC
MidC

MidC

MidC

LPFC

TP
TP Amy

PHPC STG

Figure 1.  Anatomical divisions of insular cortex.  Anterior ventral agranular (Ag) is shown in red.

Dorsal anterior dysgranular and adjacent frontal operculum (Adg) are in yellow.  Mid-insula

(Mdg) is in blue.  SII and adjacent parietal operculum are in green.  Arrows show a schematic of

projection patterns for posterior and anterior regions.  ACC, anterior cingulate; MidC, mid-

cingulate; LPFC, lateral prefrontal cortex; TP, temporal pole; Amy, amygdala; PHPC,

parahippocampal cortex; STG, superior temporal gyrus

Wager & Feldman-Barrett (2004)
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Insula networks

!
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A tale of two inferences
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Open-ended decoding



Automated parcellation and decoding
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Automated Functional Parcellation and Meta-Analytic Decoding of fMRI Data with Neurosynth
Luke J. Chang1, Choong-Wan Woo1, & Tal Yarkoni2!

1Department of Psychology & Neuroscience, University of Colorado Boulder!
 2Department of Psychology, University of Texas at Austin!
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!!

!

(1)  We have developed and validated a new toolkit, 
integrated into the Neurosynth codebase, for flexible and 
automated clustering-and-interpretation of brain activation 
data. 
 
(2)  Our parcellation solution is consistent with known functional 
architecture of the brain2 and our decoder is able to interpret 
the function of these subdivisions with remarkable specificity. 
 
(3)  Our tools can be used in flexible ways to help "decode" 
new brain activation maps and answer questions about large-
scale mappings between function and anatomy. 

1 Chang, Yarkoni, Khaw, & Sanfey, 2013. Cerebral Cortex, 23, 739-749.  
2 Smith et al., 2009.  PNAS, 106, 13040-13045. 
3Yarkoni, Poldrack, Nichols, Van Essen, & Wager, 2011. Nature Methods, 8, 665-670. 

INTRODUCTION!

CONCLUSIONS!ANALYSIS PIPELINE!

REFERENCES!

RESULTS!
Efforts to understand the brain’s functional architecture 
increasingly rely on data-driven methods to parcellate 
anatomical regions based on shared patterns of 
connectivity1.   
 
 
The results of such parcellations show striking conservation 
across different modalities2 and correspond to known 
functional and cytoarchitectonic divisions.   
 
 
There are a number of limitations to extant parcellation work: 
(1) the literature is relatively fragmented, utilizing highly diverse 
methods;  (2) authors rarely make their maps publicly 
available; and (3) the function of the parcellated subregions 
is often unclear.   
 
 
We developed new extensions to the Neurosynth software 
framework3 that enable fully automated parcellation and 
meta-analytic decoding of brain regions  
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Spatial maps were passed 
through Neurosynth decoder 

Study 
activation 
probability 
was 
quantified for 
each voxel. 

An optimal cluster number was determined by the 
maximum of the silhoutte score. 
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Whole-brain parcellation
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Towards a molecular atlas of cognition

• Our decoding strategy is based on large-scale spatial similarity


• Can we extend this approach to other levels of description?
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The Allen Human Brain Atlas

77
http://human.brain-map.org/microarray/search/show?search_type=user_selections&user_selection_mode=2



Building a bridge

• Assumption: genes involved in specific cognitive/affective processes should 
be expressed in brain regions implicated in those processes


• E.g., if dopamine is important for reward…


• Macroscale spatial expression as a bridge between the Allen Human Brain 
Atlas and Neurosynth
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Unfortunately…

• The AHBA has very little data in cortex, so we focus exclusively on subcortex
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Neurotransmission and cognitive function

• Distinct neurotransmitters are thought to play different roles in cognition

• Dopamine/reward

• Serotonin/emotion

• Opioids/pain

• Oxytocin/social processing

• Etc…


• Are receptor genes for these neurotransmitters expressed in brain regions 
associated with the putative processes?
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Fox, Chang, Gorgolewski, & Yarkoni (under revision)
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A discovery tool

• Can we discover entirely new associations?


• Given any brain map, we can identify the most similar genes


• Or, for a given gene, the most similar Neurosynth maps


• Interpret with caution!
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Adoption



They don’t always come just because you build it

• People are busy


• Barrier to use is often relatively high


• Many “better” approaches go underutilized


• How can we maximize use and encourage 
further development?
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Build a website

• Automated meta-analysis images for hundreds of concepts


• Data on >10,000 neuroimaging studies


• 150,000+ coactivation and functional connectivity maps


• Real-time image decoding


• Gene-based decoding/search


• Etc…

89



90



91



Interface is important

• ~200 unique visitors/day to neurosynth.org


• Used as a research and learning tool in hundreds of projects


• The website is not an afterthought—it may be the most important thing


• Goal is to move all functionality to the web

• E.g., customized online meta-analyses
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Share the code

• Nearly all the Neurosynth code is publicly hosted on GitHub


• http://github.com/neurosynth/


• Available packages:

• ACE: Automated coordinate extraction and very basic text mining (Python)

• Core tools: Large-scale synthesis of fMRI data (Python)

• Neurosynth viewer: JavaScript library for interactive 2D visualization (JS/Coffee)

• neurosynth-data: The current (and archived) database files

93



Play well with others

• A federated, open architecture for web-based neuroimaging tools


• RESTful API


• Retrieve almost any data from Neurosynth programmatically


• Supports use in novel applications

• BrainSpell (Toro)

• NeuroVault (Gorgolewski et al)
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NeuroVault

• NeuroVault.org (Gorgolewski et al, 2014)


• A public repository of whole-brain images


• Why use it?

• Permanent URL w/ free storage

• Interactive visualization

• Easy sharing

• Interfaces with other tools


• Tight integration with Neurosynth
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Summary

• Many kinds of inference (e.g., specificity) require large-scale analysis


• Database approaches help bridge between different levels of analysis


• Many of these tools are (or will be) accessible via the web


• Open science!!!
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