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•  Encoding and decoding both study stimulus–response dependency, yet the analysis 
pathways are anti-correlated.	

•  Encoding Models -  find significant regions associated with condition differences (or 
contrasts). At the first stage, voxels are analyzed independently. 	

•  Decoding Models – find patterns of activity (voxels working together) that are 
predictive of the stimulus	

	
!   Encoding and Decoding Models	
	

(Image From Kreigeskorte)	

How does activity 
vary when there are 
changes in the 
outside world?	

What can we learn 
about the outside 
world by observing 
activity?	



	
!   Motivation:  Decoding & Functional 

Specialization	
	•  The Human Brain is functionally 

specialized and segregated 
accordingly (Gazzaniga, 2000)	

•  Applying pattern classifiers may 
reveal “patchy” functional segregation 
at the voxel level (Friston 2010)	

•  Decoding is inherently multivariate, 
and finds patterns of voxels that 
together discriminate between 
experimental conditions. 	
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From Friston (2010) Science. On the Allure of Decoding 
Methods	



	
!   Motivation:  Why Use Decoding?	
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•  Traditional Mass Univariate Methods (e.g. GLM) may be Limiting	
•  Information may exist in a region’s distributed patterns of activity - Neural 

Code may be multivariate (e.g., Haxby 2001)	
•  MVPA may thus be suitable to examine distributed coding of task-relevant 

information, even in the absence of mean activation (Mur et al. 2009).	
•  MVPA/Decoding may therefore be able to find new areas that were previously 

missed by GLM (e.g. Jimura & Poldrack) 	

From Etzel et al. (2013)	



•  Most Common: Stimulus Decoding by Response Pattern 
Classification (Brain Reading or Mind Reading)	

•  Which stimulus items elicit patterns that are distinguishable? (Cox & 
Savoy 2003; Haxby 2001)	

•  Which items does a region treat as identical and which does it treat 
as distinct (Epstein and Morgan 2012)?	

	
!   What can we do with Decoding?	
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Core idea: 
There is more informational content in BOLD activity 

patterns than typically detected with univariate analyses 
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•  Predict Group Membership	
•  Brain Machine Interfaces	
	



•  Machine	learning	is a branch of artificial intelligence that refers to the 
process of training a computer algorithm to “learn” from data. ML is 
synonymous with pattern classification, and with data mining when applied 
to large data sets. 	

	
•  Supervised methods train on example data that have an associated 

category or label, for the purpose predicting this label on new unseen 
data (e.g. support vector machine (SVM), LDA, etc.)	
	

•  Unsupervised methods can be used for descriptive purposes, and do not 
require data exemplars to have a class label (e.g. Clustering,  non-negative 
matrix factorization, etc.)	

	
!   What is Machine Learning?	
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•  Pattern classifiers operate on “features.” 	

	

PK Douglas 2015, University of California, Los Angeles	

	
!   Features for Decoding	

What are features? 	
	
Features (or attributes) are descriptive variable categories that measure 
certain attributes of the data.  Features can take on strings assignments.  
For example, sex can be either ‘male’ or ‘female’.  With neuroimaging data, 
however, features are often numerical. A typical training example may 
contain nominal or numeric values for each of the feature categories. 	



Common Features Used in Encoding/Decoding.	
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Voxels	

Searchlights	

Fc-MRI Matrices	
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Graph Theory Metrics	

Effective Connectivity	

PK Douglas 2015, University of California, Los Angeles	

Independent Components	

(Kriegeskorte et al. 2006)	

(Dosenbach et al. 2010)	

(Colby et al. 2012)	

(Broadersen et al. 2011)	

(Douglas et al. 2011)	

(Cox & Savoy 2003)	
Selection Depends on 
question under investigation 
and level of abstraction 
associated with this.	



Summary of Analysis Flow	

Input Space	
	

PK Douglas 2015, University of California, Los Angeles	

abstract feature space. Each axis of the feature space corresponds to a
single feature, and each stimulus is represented by one point in the
feature space. For the Kay et al. study the axes of the feature space
correspond to the phase-invariant Gabor wavelets.

In Kay et al., the input, feature and activity spaces are linked together
like a chain, where each link represents a mapping – a mathematical
transformation – between spaces (Fig. 1, middle). The mapping
between the input space and the feature space is nonlinear, while the
mapping between the feature space and the activity space is linear. The
feature space is called linearizing, because the nonlinear mapping into
feature space linearizes the relationship between the stimulus and the
response (Wu et al., 2006). Encoding models based on linearizing
feature spaces are referred to as linearizing encoding models.

Linearizing encoding models have a simple interpretation and are
relatively easy to estimate. The mapping between the input space and
the feature space is assumed to be nonlinear because most of the
interesting computations performed by the brain are nonlinear. The
mapping between feature space and activity space is assumed to be
linear because the features that are represented by an ROI should have

the simplest possible relationship to its activity. The nonlinear
mapping is the same for each voxel; only the linear mapping has to
be estimated frommeasured voxel activity. Thus, linearizing encoding
models require only linear estimation. This can be performed by
readily available algorithms for linear regression (Wu et al., 2006).
Once estimated, the linear mapping between feature space and
activity space describes the particular mix of features that evoke
activity in each voxel.

As far as we know all of the encoding models that have been
published in the field of fMRI thus far make use of a linearizing feature
space. That is, they assume that there is a nonlinear mapping from the
stimulus space to the feature space, and a linear mapping between
the feature space and the activity space. We have already discussed
the study of Kay et al. (2008) in detail. A subsequent study by
Naselaris et al. (2009) reanalyzed the data collected as part of the Kay
et al. study. However, Naselaris et al. constructed two differentmodels
for each voxel: a model based on phase-invariant Gabor wavelets, and
a semantic model that was based on a scene category label for each
natural scene. Naselaris et al. showed that the Gabor wavelet and

Fig. 1. Linearizing encoding and decoding models. [Top] The brain can be viewed as a system that nonlinearly maps stimuli into brain activity. According to this perspective a central
task of systems and cognitive neuroscience is to discover the nonlinearmapping between input and activity. [Middle] Linearizing encodingmodel. The relationship between encoding
and decoding can be described in terms of a series of abstract spaces. In experiments using visual stimuli the axes of the input space are the luminance of pixels and each point in the
space (here different colors in the input space) represents a different image. Brain activity measured in each voxel is represented by an activity space. The axes of the activity space
correspond to the activity of different voxels and each point in the space represents a unique pattern of activity across voxels (different colors in the activity space). In between the
input and activity spaces is a feature space. The mapping between the input space and the feature space is nonlinear and the mapping between the feature space and activity space is
linear. [Bottom] Linear classifier. The linear classifier is a simple decoding model that can also be described in terms of input, feature and activity spaces. However, the direction of the
mapping between activity and feature space is reversed relative to the encoding model. Because the features are discrete all points in the feature space lie along the axes.
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•  In both supervised and unsupervised ML 
(and regression problems), the data by 
themselves are not sufficient find a unique 
solution from the hypothesis class of all 
possible models	

•  Machine learning is therefore an ill-posed 
problem.	

•  Additional assumptions are therefore 
required.  These are called the model’s 
Induc0ve	Bias.	

	
!   Inductive Bias	

PK Douglas 2015, University of California, Los Angeles	

-  Line?	
-  Curve?	
-  Higher Order Polynomial?	



•  The inductive bias can be related to an assumption made about the 
underlying distributions of the data (Parametric models)	

•  Alternatively, the model can assume a form for discriminant or boundary 
used to separate data exemplars from different classes. (Nonparametric)	

	
!   Inductive Bias	

PK Douglas 2015, University of California, Los Angeles	

Parametric	 Nonparametric	



Define Model g(x|θ)	
where, x is input, θ are model parameters: w is the weight vector & w0 is the threshold	
Inductive bias – classes can be separated by a hyperplane (a line in 2d)	

	 	 	 	 	gi(x|wi,wi0)=w,
Tx+wi0	

Define Loss Function, L	
Example - difference between desired output rt  and model approximation g(xt|θ)	

E(θ|X)=Σ L(rt , g(xt|θ))	
 	

	
!   Linear SVM: Most Common	
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Optimization Procedure –performed on training data (xt)	
Find model parameters that minimize error. 	

θ* = argmin(E(θ|X)	
Example– Gradient Descent.  	

	
Apply Tuned Model to Test Data     	

encoding model to perform identification of natural scenes. Their
encoding model enabled highly accurate identification performance,
even when the natural scene was drawn from a potential set of
hundreds of millions. Their results provide evidence that fine-grained
visual information is represented in the activity of single voxels.

Naselaris et al. (2009) also modeled voxel activity in visual cortex
evoked by natural images. Their two encoding models were based on
the Gabor wavelet features and the semantic features described
earlier. They developed a generalization of the Bayesian decoding
approach that combined the Gabor wavelet and semanticmodels with
a natural image prior to accurately reconstruct natural images. Their
results provide evidence that combining activity from functionally
distinct areas can produce reconstructions of natural scenes that are
both structurally and semantically accurate.

Mitchell et al. (2008) modeled voxel activity across the whole
brain evoked by line drawings of everyday objects. Their encoding
model was based on word co-occurrence features described earlier.
They used their encoding model to perform identification of arbitrary
nouns (using an identification approach similar to that in Kay et al.,
2008). Their results provide evidence for a relationship between the
statistics of word co-occurrence in written language and the
representation of the meaning of nouns.

Brouwer and Heeger (2009) modeled voxel activity in retinotopic
visual areas evoked by wide-field color patterns. Their encoding
model was based on a nonlinear perceptual color space (specifically,
the L*a*b color space; Commission Internationale de l'Eclairage,
1986). They used their encoding model to reconstruct novel colors
that were not present in the training data. They found that activity in
visual area V4 enabled the most accurate reconstruction of novel
colors. Their results provide evidence that V4 represents a distinct
transition from the color representation in V1 into a perceptual color
space.

fMRI studies that use linear classifiers

We have emphasized the major advantage of encoding models
over decoding models. Nonetheless, linear classifiers (perhaps the
simplest kind of decoding model) are one of the most commonly used
data analysis techniques in fMRI research. Linear classifiers have been
used in virtually every area of research in systems and cognitive
neuroscience. An incomplete tally of some current work includes
studies of vision (Brouwer and Heeger, 2009; Carlson et al., 2003; Cox
and Savoy, 2003; Eger et al., 2008; Haxby et al., 2001; MacEvoy and
Epstein, 2009; Peelen et al., 2009; Walther et al., 2009),

= ?

(1) Collect data and
divide into training and 
validation data sets

(2) Use the training data to
estimate one or more
encoding models for each
voxel

(3) Apply the estimated 
encoding models to the
validation data and evaluate
prediction accuracy

(4) Use encoding models
to derive decoding models. 
Apply them to the validation
data to decode features.

Stimulus
or task

Voxel activity
in brain

Training
data

Validation
data

Training
data

Validation
data

Predicted
activity

Nonlinear
feature

mapping

Feature
space

Linear
mapping

feature 2

feature 3

feature 1

feature 2

feature 3

feature 1

feature 2

feature 3

feature 1

Fig. 4. The combined encoding/decoding approach. The relationship between encoding and decodingmodels suggests an ideal procedure for analyzing fMRI data that consists of four
steps (one step for each row in the figure). [Row 1] Voxel activity (jagged lines) evoked by experimental stimuli (scenes at left) is divided into a training data set and a validation data
set. [Row 2] Encoding models are specified by a nonlinear mapping (curvy arrow) of the stimuli into an abstract feature space (labeled axes represent hypothetical feature space;
stimulus depicted by line with circular end). Model weights (dashed lines with square ends) estimated from training data specify a linear mapping (straight arrows) from feature
space to voxel activity. [Row 3] Prediction accuracy is measured by comparing the activity in the validation data set to the predicted activity (far right). [Row 4] Decoding models are
derived by using Bayes' theorem to reverse the direction of the linear mapping (straight arrow).
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•  Two –dimensional (2 feature) case with two classes as an example	
•  The goal is to find the vector w	such that when the data are projected onto w, the 

two classes are as well separated as possible	

PK Douglas 2015, University of California, Los Angeles	

μ2	

μ1	

Stimulus Class 1	 Stimulus class 2	

	
!   Geometry of Fisher’s Linear Discriminant	
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μ2	

μ1	

Stimulus Class 1	 Stimulus class 2	

Poor 
discrimination 
between classes	

	
!   Geometry of Fisher’s Linear Discriminant	

•  Note that w is normal to any vector lying on the hyperplane (or 
decision boundary). 	

Decision 
Boundary	



•  Two –dimensional (2 feature) case with two classes as an example	
•  The goal is to find the vector w	such that when the data are projected onto w , the 

two classes are as well separated as possible	

PK Douglas 2015, University of California, Los Angeles	

μ1	

Stimulus Class 1	 Stimulus class 2	

μ2	

Much better 
discrimination 
between classes	

	
!   Geometry of Fisher’s Linear Discriminant	

2-d Data Projected onto 1-d w:	
wTx     	

(form of dimension reduction)	



•  We start with training data X = { xt, rt }, with associated labels, rt = 1, -1.	
•  We are again interested in finding w and w0 that describe the hyperplane (or line in 

2d) that separates the two classes:	
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wT x +w0 ≥ +1 for rt = +1
wT x +w0 ≤ −1 for rt = −1

	
!   Support Vector Machine	

•  This can be rewritten as:	 rt (wT x +w0 ) ≥ +1

•  With SVM, we are not simply interested in having training data be on either side of the 
boundary.  Instead, we are interested in having them be some distance from the boundary.	

•  The optimal separating hyperplane in SVM is the one that maximizes this margin, where the 
distance from xt to the boundary is:	

wT x +w0

|| w ||

•  We want this value to be at least some distance, ρ:	

rt (wT x +w0 )
|| w ||

≥ ρ, ∀t



•  To constrain the solution, we fix:	

PK Douglas 2015, University of California, Los Angeles	

ρ || w ||=1

	
!   Support Vector Machine	

•  We then want to minimize ||w|| to maximize ρ:	

min 1
2
ω +C ξ

i
∑

s.t. rt (ωT xi +w0 ) ≥1−ξi

•  It is often useful to rewrite this into the so-called primal form using Lagrange multipliers, 
αt	

Lp =
1
2
ω

2
− α t[rt (ωT xi +w0 )

t=1

N

∑ −1]

•  Once we solve for αt,  we see that there are N of them.  Most of these vanish with αt = 
0. Only a small percentage of these have αt > 0.  The set of xt that have αt > 0 are the 
support vectors.  These are the xt which lie on the margin and satisfy:	

rt (wT x +w0 ) =1
•  When calculating the margin, it is useful to average across all support vectors for 

numerical stability reasons. Hence, the name support vector machine.	
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Stimulus Class 1	

Stimulus class 2	

	
!   Geometry of the SVM	

Distance from data exemplar 
to boundary: 	

g(x)/||w||	
Where ||w|| is the L2 norm	

Choose: 	
C1 if g(x)>0	
C2 else	

g(x)=wT x+ w0=0	

g(x)<0 
g(x)>0 
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Stimulus Class 1	

Stimulus class 2	

•  SVM is interested in finding the maximum margin hyperplane that shatters (or 
separates) the distance between support vectors – or “difficult 
points”  (examples near the boundary) on either side. 	

	
!   Geometry of the SVM	

Choose: 	
C1 if g(x)>0	
C2 else	

g(x)<0 

g(x)>0 

g(x)=wT x+ w0=0	
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Stimulus Class 1	

Stimulus class 2	

•  SVM is interested in finding the maximum margin hyperplane that shatters the 
distance between support vectors – or “difficult points”  (examples near the 
boundary) on either side. 	

	
!   Geometry of the SVM	

Choose: 	
C1 if g(x)>0	
C2 else	

g(x)<0 

g(x)>0 

Support Vectors 
outlined in red	

g(x)=wT x+ w0=0	
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Stimulus Class 1	

Stimulus class 2	

•  Important Point:  The weight vector, w, is orthogonal to 
the decision boundary!	

	
!   Geometry of the SVM	

Choose: 	
C1 if g(x)>0	
C2 else	

g(x)<0 

g(x)>0 

Support Vectors 
outlined in red	

Margin = 2/||
w||	

g(x)=wT x+ w0=0	
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A feature with almost zero class-specific information is given a higher weight than a feature containing a 
high degree of information  (Haufe et al. 2014) 
 
 
 

Although tempting, interpreting decoding weight vectors as meaningful is incorrect 
(Guyon & Eisseloff 2002)! and can lead to false conclusions (Haufe et al. 2014)	
	

	
!   Worst Case Scenario	



	
!   Presenting Weight Maps as Results May Lead to an 

Implied Interpretation	



 

 (Kriegeskorte & Douglas in prep) 

 

 

 

 
Weights (w vector) can be back projected (inverse transpose with linear classifier) (Haufe et al. 2014) 
 
 
 

	
!   Interpreting Weight Vectors	

	
A number of factors can influence interpretability including :	
-  feature covariance (or lack thereof)	
-  Kernel applied, redundancy, non-Gaussian noise	
-  Classifier used, etc.	
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• Summary	

•  The results should always be interpreted in terms of the inductive 
bias of the model you are using	

•  Decoding may provide insight into the multivariate nature of 
neural code	

•  Although tempting, the weights assigned to features or voxels 
should not be interpreted directly (unless they are independent)	
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Feature Selection	

•  Can be performed as a separate step or part of an internal 
regularization scheme	

	



Feature Selection – Separate Step	
		

!   Filtering – variable ranking, almost like a preprocessing step (e.g. t-test 
thresholding on training data)	
	
!   Wrapper Methods – “Wrap” the classification algorithm within a 

nested cross validation to assess the importance of a variable or 
subset of variables by removing it (e.g. SVM-RFE) (Maldonodo & 
Weber 2009; Das et al. 2001; Guyon & Eisseleef 2003)	
	
!   Projection Methods– Cluster similar features by projecting them 

onto a new lower dimension (e.g., PCA, ICA, Random Projections)	

	



•  In regularization, we write an augmented error function:	

PK Douglas 2015, University of California, Los Angeles	

cost = data misfit +λ ⋅complexity

	
!   Regularization	

•  Regularization also limits the influence of outliers (Rätsch et al. 2001;Lemm et al. 
2011) which may arise due to movement, and have shown to be particularly 
problematic if using rs-fcMRI features (Powers et al. 2011).	
	



•  SVM provides an internal regularization step with its C parameter	
•  When C is large (tending towards the hard margin), it penalizes the error points more 

strongly – and results in a smaller margin – typically with more support vectors – and 
therefore with a stronger tendency to overfit	

•  There is no one “C” parameter that fits all data best – so this parameter must be 
tuned appropriately	

PK Douglas 2015, University of California, Los Angeles	

	
!   SVM: Inherent Regularization	

Hastie et al. 2013	

This latter formulation emphasizes the role of regularization. In many situations we have
sufficient variables (e.g. gene expression arrays) to guarantee separation. We may never-
theless avoid the maximum margin separator (λ ↓ 0), which is governed by observations
on the boundary, in favor of a more regularized solution involving more observations.

The nonlinear kernel SVMs can be represented in this form as well. With kernel K and
f(x) = β0 +

!n
i=1 θiK(x, xi), we solve [4]

min
β0,θ

n"

i=1

[1 − yi(β0 +
n"

j=1

θiK(xi, xj))] +
λ

2

n"

j=1

n"

j′=1

θjθj′K(xj , x
′
j). (3)

Often the regularization parameter C (or λ) is regarded as a genuine “nuisance”. Software
packages, such as the widely used SVMlight [5], provide default settings for C.

To illustrate the effect of regularization, we generated data from a pair of mixture densities,
described in detail in [4, Chapter 2]. We used an SVM with a radial kernel K(x, x′) =
exp(−γ||x − x′||2). Figure 1 shows the test error as a function of C for these data, using
four different values for γ. Here we see a dramatic range in the correct choice for C (or
λ = 1/C). When γ = 5, the most regularized model is called for; when γ = 0.1, the least
regularized.
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Figure 1: Test error curves for the mixture example, using four different values for the radial kernel
parameter γ.

One of the reasons that investigators avoid extensive exploration of C is the computational
cost involved. In this paper we develop an algorithm which fits the entire path of SVM
solutions [β0(C),β(C)], for all possible values of C, with essentially the computational
cost of fitting a single model for a particular value of C. Our algorithm exploits the fact
that the Lagrange multipliers implicit in (1) are piecewise-linear in C. This also means that
the coefficients β̂(C) are also piecewise-linear in C. This is true for all SVM models, both
linear and nonlinear kernel-based SVMs.

2 Problem Setup

We use a criterion equivalent to (1), implementing the formulation in (2):

min
β,β0

n"

i=1

ξi +
λ

2
βT β subject to 1 − yif(xi) ≤ ξi; ξi ≥ 0; f(x) = β0 + βT x. (4)

Initially we consider only linear SVMs to get the intuitive flavor of our procedure; we then
generalize to kernel SVMs.

Different radial basis function kernel sizes – 
perhaps analogous to size of searchlight	

Most Regularized 
Wins	

Least Regularized 
is best	
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Chu et al. 2012:	
	
Feature selection methods did not improve accuracy – unless using a 
priori knowledge (e.g., selecting only voxels in hippocampus)	
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Kerr & Douglas et al. (2014) NeuroImage	

-  95% confidence interval for 
varying C parameter	

-  Both tuning regularization 
“hyperparameters” and 
feature selection are vital	

Hard margin (large C)       …. Increasing sparsity	
	
	



ADHD 200 Competition	
 	
!   Public release of (n=973) subjects including structural, resting state fMRI, and 

demographic information from ADHD subtypes	
!   Our team (3rd place) and others had 1,000s of neuroimaging features	
!   Brief survey of Keggle Big Data ML Competitions – winning teams use FS	

	

www.brainmapping.org	©2015 Pamela Douglas, UCLA NITP 	

Winning team used only 
demographic features!!	



PK Douglas 12/8/14	

How do we select our internal hyperparameters?	



Cross-Validation 

38 



• Nested Cross-Validation 

Useful Practice for Tuning Hyperparameters 



• Nested Cross-Validation 

40 



PK Douglas 12/8/14	

How do I know if I am “peeking”?	



Examples of circular practices 
•  same data used for training and testing a classifier 

•  non-independent data used for training and testing 

•  all data used to define the ROI for a classifier 
analysis 

•  set averages analyzed on the same data used for 
sorting voxels (or neurons) into the sets 

•  example neurons selectively analyzed after statistical 
selection using the same data 

•  ROI-average activation regressed onto some factor 
that is related to the ROI-definition contrast 

•  descriptive or inferential analysis of ROI-average 
activation not independent of ROI definition 

subjective 

...Slide from Niko Kriegeskorte 



PK Douglas 2015, University of California, Los Angeles	

	
•  In order to double check that you have not unknowingly “peeked” – you 

can run a permutation test	

	
	Training Phase 	 	 	 	 	 	 	 	 	 	Test Phase	

?	 ?	

	
!   Permutation – A good sanity check!	



PK Douglas 2015, University of California, Los Angeles	

	
•  In order to double check that you have not unknowingly “peeked” – you 

can run a permutation test	

•  In this case the labels of the data exemplars are scrambled or shuffled 
randomly	

	
	Training Phase 	 	 	 	 	 	 	 	 	 	Test Phase	

?	 ?	

	
!   Permutation – A good sanity check!	



PK Douglas 2015, University of California, Los Angeles	

	
•  In order to double check that you have not unknowingly “peeked” – you 

can run a permutation test	

•  In this case the labels of the data exemplars are scrambled or shuffled 
randomly	

•  You now should verify that the accuracy outcome is at chance level	

	
	Training Phase 	 	 	 	 	 	 	 	 	 	Test Phase	

?	 ?	

	
!   Permutation – A good sanity check!	
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Kriegeskorte & Kievit 2013	PK Douglas 2016, University of California, Los Angeles	

	
!   Each classifier has its own inductive bias	



 	
!    Decoding Accuracy as a function of the number of ICs	

SVM is not always best	
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Douglas et al. 2011 NeuroImage	

Number of IC Features Used!



Data for Decoding	

•  Event Related fMRI Study, self-paced, ~ 300 trials per subject	
•  Subjects asked to assess veracity of statements	

BELIEF – DISBELIEF	
Ventromedial prefrontal 

cortex	

DISBELIEF – BELIEF	
Left dorsolateral areas 	

GLM Analysis Results!

Harris et al. (2008)!



Belief	 Disbelief	

IC 5	

IC 13 	

IC 15 	

IC 19 	

Decision Tree & Interpreting Classifier Output	

B>DB	
Common to B	
DB	
Common to DB	
IC Spatial Mask	



2 Truths and a Lie	



Deep Learning & Neural Networks	

Kriegeskorte (2015)	



Figure 11. Animate/inanimate categorization accuracy for all models.	

Khaligh-Razavi SM, Kriegeskorte N (2014) Deep Supervised, but Not Unsupervised, Models May Explain IT Cortical 
Representation. PLoS Comput Biol 10(11):	

Deep Learning & Neural Networks	



 	
!    Interpretation may be tricky	

Deep Learning & Neural Networks	

Kriegeskorte (2015)	



Overfitting occurs when  a pattern classifier has learned the noise from training data as 
opposed to the information, and consequently will not generalize well to new data.  
 
Decision Trees & Neural Networks can learn to classify perfectly on a given training data 
set with enough parameters. 
 
Pruning decision trees, and weight decay/weight sharing on neural nets is a good idea. 
 

 

PK Douglas 2016	

	
!   Overfitting	



PK Douglas 2015, University of California, Los Angeles	

	
!   Start with Simple or Complex?	

It is generally a good idea to start with a linear kernel and 
then advance to more complex kernels in order to justify the 
added complexity (Alpaydin 2004).	

Therefore adding nodes, or layers to a neural net may be a 
useful approach.	



	
!   Summary	

PK Douglas 2015, University of California, Los Angeles	

•  Given more publications in decoding & neuroimaging, can we expect to learn 
more about neural computation from ML?  (An open question)	

•  In some sense, we are always biased when training a classifier – in that we are 
training a model to learn data from a specific experimental task. 	



	
!   Summary	

PK Douglas 2015, University of California, Los Angeles	

•  Domain adaptation (or reweighting strategies) may be an interesting avenue 
for exploring learning techniques and strategies across experimental paradigms	

Anderson et al. 2015	
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